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Philosophy of religion: an overview1 

 

What is God? 

 

At the heart of philosophy of religion is the concept of God. There are many concepts of God around the world, 
and different religions have different views on the nature of God. However, almost all agree that God is ‘maximally 
great’ – that nothing could be greater than God. This is the conception of God we will start with. But we develop 
it more narrowly, and the properties of God we will discuss are those which Judaism, Christianity, and Islam – the 
three great monotheistic traditions – have thought central. Even more narrowly, we will only look at how the 
debate over God’s attributes has been understood and developed in the Western Christian tradition. 

 

                                                           
1 This handout is based on material excerpted from Lacewing, M. (2014) Philosophy for AS (London: Routledge), Ch. 3. 



 
We start with the thought that nothing could be greater than God. Another way this thought has been expressed 
is that God is perfect. Augustine says that to think of God is to ‘attempt to conceive something than which nothing 
more excellent or sublime exists’ (On Christian Doctrine, Book 1, Chapter 7).  Some philosophers claim that God 
is the most perfect being that could (not just does) exist.  

Three attributes of God 
Perfect knowledge is usually taken to mean ‘omniscience’. The most obvious definition of omniscience is ‘knowing 
everything’ (Latin omni-, ‘all’; scient, ‘knowing’). But we need to remember that God is the most perfect possible 
being, and perhaps it is impossible to know everything. For example, if human beings have free will, then perhaps 
it is not possible to know what they will do in the future. So let us say for now that omniscience means ‘knowing 
all the truths that it is possible to know’. 
 
Power is the ability to do things. As perfect, God will have perfect power, or the most power possible. The most 
obvious definition of omnipotence is ‘the power to do anything’ (Latin omni-, ‘all’; potent, ‘powerful’). But does 
‘anything’ include, for instance, the logically impossible? Could God make 2 + 2 = 5? Could God create a married 
bachelor? Some pious philosophers have wanted to say yes – logic is no limit on God’s power. However, there is 
simply no way we can meaningfully say this. any description of a logically impossible state of affairs or power is 
not a meaningful description, because it contains a contradiction. What is logically impossible is not anything at 
all. Thus, the limits of the logically possible are not limitations on God’s power. Even if God can’t do the logically 
impossible, there is still nothing that God can’t do. 
 
A third attribute of God is supreme goodness. On one interpretation, this means that God’s will is always in 
accordance with moral values.  
 
Three puzzles about omnipotence 
If God is the most perfect possible being, then each of the perfections attributed to God must be possible, and 
the combination of the perfections must also be possible. Here is a puzzle about God’s omnipotence and perfect 
goodness. 
 
Can God make right be wrong, or good be bad? Is morality whatever God wills it to be or is morality something 
independent of God? 

 
1. If morality is whatever God wills, then if God wills what is (now) morally wrong, then what is wrong will 

become right – if God commands us to murder babies, then murdering babies would be morally right. What 
is morally right is right because God wills it. 

2. If morality is independent of what God wills, then God cannot make what is wrong be right – murdering 
babies is wrong whatever God commands. But then, to be good, God must conform his will to something 
independent of him. God wills what is morally right because it is right. 

 
The answer must be one or the other, but both alternatives can seem unsatisfactory, which creates a dilemma, 
known as the ‘Euthyphro dilemma’. 
 
A second puzzle concerning the coherence of saying that God is both omnipotent and perfectly good is this: 
 
1. To commit evil is to fail to be supremely good.  
2. If God is supremely good, then God cannot commit evil.  
3. Therefore, if God is supremely good, there is something that God cannot do.  
4. Therefore, God cannot be both supremely good and omnipotent.  
 
A third puzzle about omnipotence is the paradox of the stone. Can God create a stone that he can’t lift? If the 
answer is ‘no’, then God cannot create the stone. If the answer is ‘yes’, then God cannot lift the stone. So either 
way, it seems, there is something God cannot do. If there is something God can’t do, then God isn’t omnipotent. 

 
A puzzle about omniscience 
Is omniscience possible? Is it possible for God to know everything, or at least everything that it is possible to 
know? Norman Kretzmann argues that, as long as we think that God cannot change – that God is ‘immutable’ – 



 
then God cannot be omniscient. The thought that God cannot change comes from the thought that God is perfect. 
Kretzmann argues: 

 
1. A perfect being is not subject to change. 
2. A perfect being knows everything. 
3. A being that knows everything always knows what time it is. 
4. A being that always knows what time it is is subject to change. 
5. Therefore, a perfect being is subject to change.  
6. Therefore, a perfect being is not a perfect being. 
7. Therefore, there is no perfect being.  

 
Does God exist? 
Ontological arguments 

 
Ontological arguments claim that we can deduce the existence of God from the concept of God. Just from thinking 
about what God is, we can conclude that God must exist. Because it doesn’t depend on experience in any way, 
the ontological argument is a priori. (An a priori argument is one whose premises are all a priori.) The syllabus 
identifies five ontological arguments. The purpose of doing so is to see how arguments develop over time, how 
changes in details can make a difference to the success of the argument. We look at just the first, most famous, 
version by Anselm here, and a development of it by Malcolm.  
 
1. By definition, God is a being greater than which cannot be conceived.  
2. (We can coherently conceive of such a being, i.e. the concept is coherent.)  
3. It is greater to exist in reality than to exist only in the mind.  
4. Therefore, God must exist.  
 
He develops (3): Conceive of two almost identical beings, X and Y. However, X is a being which we can conceive 
not to exist; X’s not existing is conceivable. By contrast, Y’s not existing is inconceivable. We can conceive of such 
a being, a being who must exist. Clearly, Y is a greater being than X. Therefore, the greatest conceivable being is 
a being who, we conceive, must exist. It is inconceivable that the greatest conceivable being does not exist. 
 
Gaunilo objects that the argument doesn’t work. How great is the greatest conceivable being? Well, if it doesn’t 
exist, it is not great at all – not as great as any real object! We can conceive how great this being would be if it 
existed, but that doesn’t show that it is as great as all that and so must exist. Suppose we even grant that the non-
existence of God is inconceivable (§7). This still doesn’t show that God actually exists. Before we can say that God 
is, rather than is merely conceived to be, the greatest conceivable being, we must first demonstrate that God 
exists. 



 
 

Malcolm provides this version as a way of escaping the objection: 
 
1. Either God exists or God does not exist. 
2. God cannot come into existence or go out of existence. 
3. If God exists, God cannot cease to exist.  
4. Therefore, if God exists, God’s existence is necessary. 
5. If God does not exist, God cannot come into existence.  
6. Therefore, if God does not exist, God’s existence is impossible. 
7. Therefore, God’s existence is either necessary or impossible. 
8. God’s existence is only impossible if the concept of God is self-contradictory. 
9. The concept of God is not self-contradictory. 
10. Therefore, God’s existence is not impossible.  
11. Therefore (from 7 + 10), God exists necessarily. 
 
The argument from design 
 

 
The coordination and intricacy of interrelations between parts in living things working together for a purpose 
suggests that living things have been designed. If they are designed, then we can infer that there is a designer. 
The argument from design argues from the order and regularity that we see in the universe to the existence of a 
God that designed the universe. As with the ontological argument, the syllabus covers a number of such 
arguments, and it is important for students to know the differences and whether they make a difference to the 
success of the argument. 
 
Hume offers, and then critiques, a version from analogy: 
 
1. In the organization of parts for a purpose (the fitting of means to ends), nature resembles the products of 

human design. 
2. Similar effects have similar causes. 
3. The cause of the products of human design is an intelligent mind that intended the design. 
4. Therefore, the cause of nature is an intelligent mind that intended the design. 
 
Paley’s version doesn’t make analogy central: 
 
1. Anything that has parts organized to serve a purpose is designed. 
2. Nature contains things which have parts that are organized to serve a purpose. 
3. Therefore, nature contains things which are designed. 
4. Design can only be explained in terms of a designer. 
5. A designer must be or have a mind and be distinct from what is designed. 
6. Therefore, nature was designed by a mind that is distinct from nature. 
7. Therefore, such a mind (‘God’) exists. 

 
Swinburne distinguishes between two types of order or regularity in nature (‘The argument from design’, pp. 200-
202). In regularities of ‘spatial order’, different things, e.g. parts of an eye, exist at the same time in an ordered 



 
way, e.g. being organized to serve a purpose. This is what Hume and Paley discuss. But there are also regularities 
of ‘temporal order’ – an orderliness in the way one thing follows another. These temporal regularities are laws of 
nature. The design evident in nature, then, is the laws of nature themselves. Swinburne argues that the activity 
of a designer is the best explanation of the operation of the laws of nature (p. 203): 

 
1. There are some temporal regularities, e.g. related to human actions, that are explained in terms of persons. 
2. There are other temporal regularities, e.g. related to the laws of nature, that are similar to those explained 

in terms of persons. 
3. We can, by analogy, explain the regularities relating to the laws of nature in terms of persons. 
4. There is no scientific explanation of the laws of nature. 
5. (As far as we know, there are only two types of explanation – scientific and personal.) 
6. Therefore, there is no better explanation of the regularities relating to the laws of nature than the 

explanation in terms of persons. 
7. Therefore, the regularities relating to the laws of nature are produced by a person (a designer).  
8. Therefore, a designer exists. 
 
Cosmological arguments 
 

 
 

The question at the heart of the cosmological argument is ‘why does anything exist?’. The argument is that unless 
God exists, this question is unanswerable. 
 
The syllabus specifies seven different cosmological argument, some from causation, some from contingent 
existence, some deductive and some inductive. We cover just arguments from causation here. 

 
Aquinas’ classical argument from causation is this: 
 
1. We find, in the world, causes and effects. 
2. Nothing can be the cause of itself. (If it were, it would have to exist before itself, which is impossible.) 
3. Causes follow in order: the first causes the second which causes the third etc. 
4. If you remove a cause, you remove its effect. 
5. Therefore, if there is no first cause, there will be no later causes. 
6. Therefore, given that there are causes, there cannot be an infinite regress of causes. 
7. Therefore, there must be a first cause, which is not itself caused. 
8. God is the first cause.  
 
The Kalam argument is briefer: 
 
1. Of anything that begins to exist, something causes it to exist.  
2. The universe began to exist.  
3. Therefore, there is a cause of the existence of the universe. 
 
To get to the conclusion that God is the cause of the universe, we have to add further premises to the Kalam 
argument. 

 



 
Descartes’ argument is conducted under the assumption that the only thing that Descartes knows to exist is 
himself. He therefore searches for a sufficient causal explanation of his existence. 
 
These three versions of the cosmological argument are intended to be deductive. However, Richard Swinburne 
claims that the cosmological argument is better understood as an inference to the best explanation. As 
deductions, the arguments above fail. But – at least for the versions from Aquinas and the Kalam – the premises 
are plausible, and the inferences are intuitive. God’s existence isn’t logically proven, but it is probable, given the 
premises, because God’s existence is the best explanation for why the universe exists. 

 
The problem of evil 

 
The problem of evil is widely considered to be the most powerful argument against the existence of God. The 
central issue is whether evil, as it occurs in this world, either proves that God, as traditionally conceived, does not 
exist or at least makes the belief in such a God unreasonable.  
 
God is traditionally understood to be supremely good, omnipotent and omniscient. The existence of evil causes 
problems for believing that such a being exists. Throughout the discussion, I shall take ‘God’ to refer to a being 
that is supremely good, omnipotent and omniscient. Here’s the argument: 
 
1. If God is supremely good, then he has the desire to eliminate evil.  
2. If God is omnipotent, then he is able to eliminate evil.  
3. If God is omniscient, then he knows that evil exists and knows how to eliminate it.  
4. Therefore, if God exists, and is supremely good, omnipotent and omniscient, then evil does not exist. 
5. Evil exists. 
6. Therefore, a supremely good, omnipotent and omniscient God does not exist. 
 
Two versions of the argument 
There are two versions of this argument. The logical problem of evil claims that the mere existence of evil is 
logically incompatible with the existence of God. In other words, the following claims cannot all be true: 
 
1. God is supremely good. 
2. God is omnipotent. 
3. God is omniscient. 
4. Evil exists. 
 
If any three of the claims are true, the fourth must be false. On this version, the argument above is deductive. 
Mackie argues that that we need to add two additional claims before we get inconsistency: 
 
1. Good is opposed to evil, such that a good thing eliminates evil as far as it can. 
2. There are no limits to what an omnipotent thing can do. 

 



 
One way out of the inconsistency is to give up one of the claims. For example, someone might deny (4), arguing 
that evil doesn’t exist. What we call evil isn’t really evil. An alternative is to deny (6): there are limits to what an 
omnipotent God can do.  
 
The evidential problem of evil makes a weaker claim. It claims that the amount and distribution of evil that exists 
is good evidence that God does not exist. On this version, the argument above is inductive. It claims that the 
amount of evil, the kinds of evil, and the distribution of evil are good evidence for thinking that God does not 
exist. Put another way, we can grant that evil as we know it does not make it impossible that God exists. But the 
fact that it is possible doesn’t show that it is reasonable to believe that God exists. Planets made of green cheese 
are logically possible; but it isn’t reasonable to think they exist. The evidential problem of evil tries to show that 
belief in an omnipotent, omniscient, good God is unreasonable, given our experience of evil.  
 
What is the meaning of religious language? 
What are we doing when we are talking about God? (Because religious language is based on talk about God, I 
shall use the phrases to mean the same thing.) Are we stating truths, facts, how things are, in the way that is 
similar to how science describes the world? One problem with thinking that talk about God makes statements 
about the world is that we cannot establish the truth of such claims via sense experience. Can we meaningfully 
talk about what is ‘true’ unless we can somehow establish that truth? Is religious language meaningful in some 
other way, e.g. expressing an attitude or commitment toward the world, rather than trying to describe it? Is talk 
about God meaningful at all? 
 
A cognitivist account of religious language argues that religious claims aim to describe how the world is, and so 
can be true or false. They express beliefs that such-and-such is the case. To believe that God exists is to believe 
that ‘God exists’ is true. 
 
In the 1930s, a school of philosophy arose called logical positivism, concerned with the foundations of knowledge. 
It developed a criterion for when a statement is meaningful, called the principle of verifiability, also known as the 
verification principle. On A J Ayer’s version, the verification principle says that a statement only has meaning if it 
is either analytic or empirically verifiable. 
 
A statement is analytic if it is true or false just in virtue of the meanings of the words. A statement is empirically 
verifiable if empirical evidence would go towards establishing that the statement is true or false. For example, if 
I say ‘the moon is made of green cheese’, we can check this by scientific investigation. If I say ‘the universe has 
600 trillion planets’, we can’t check this by scientific investigation in practice, but we can do so in principle. We 
know how to show whether it is true or false, so it is ‘verifiable’ even though we can’t actually verify it. 
Furthermore, we don’t need to be able to prove that an empirical claim is true or false. For empirical verification, 
it is enough for empirical evidence to raise or reduce the probability that a statement is true. 

 
So what can we say about the proposition ‘God exists’ and other claims about God? Despite the best attempts of 
the ontological argument, Ayer argues in Ch. 6, we cannot prove ‘God exists’ from a priori premises using 
deduction alone. So ‘God exists’ is not analytically true. On the other hand, if ‘God exists’ is an empirical claim, 
then it must be possible to imagine the conditions under which we would say that it was or was not a fact. But 
we cannot empirically test whether God exists or not. If a statement is an empirical hypothesis, it predicts that 
our experience will be different depending on whether it is true or false. The claim ‘God exists’ makes no 
predictions about our experience. So it is not empirically verifiable. 
 
1. The verification principle: All meaningful claims are either analytic or empirically verifiable. 
2. ‘God exists’ is not analytic. 
3. ‘God exists’ is not empirically verifiable. 
4. Therefore, ‘God exists’ is not meaningful. 
 
Because most religious language depends on ‘God exists’ being meaningful, we can argue that most religious 
language is also meaningless. 
 
Flew presented a similar challenge. He argued that for a claim to be meaningful, for it to be asserting something, 
there must be something it is denying. In other words, there must be some way of establishing that it is false, 



 
something that leads us to withdraw the claim. (Flew is arguing that empirical assertions must be cognitive to be 
meaningful. He doesn’t present a general theory of meaning.) If we know what the claim rules out, we can 
understand what the claim means. if ‘God exists’ is a real claim, then there should be some possible experience 
that would lead us to accept that it is false. Something should be able to ‘count against it’, e.g. the existence of 
evil. If you are not prepared to accept that anything could show that God doesn’t exist, then saying ‘God exists’ 
states nothing at all.  

 
However, a number of philosophers have offered non-cognitivist accounts of religious language. A non-cognitivist 
account argues that religious claims do not try to describe the world and cannot be true or false, at least in the 
sense of stating facts. They express an attitude toward the world, a way of understanding or relating to the world, 
rather than a belief that is true or false. (We may still want to talk of religious ‘beliefs’ but this is better understood 
as ‘faith’ or ‘belief in God’ than ‘belief that God exists’.) Non-cognitivist theories will need to find some alternative 
criterion for how religious language is meaningful, one that does not depend on stating factual claims. 

 

Ethics: an overview 
 

Normative ethical theories 
 
How should I live? This is a central question that we all face. Morality is intended to assist us in making such 
decisions and so guide our actions. ‘Normative ethics’ is the branch of philosophy that discusses theories of what 
we should do, and the application of these theories to particular issues, such as lying or war, is ‘practical ethics’. 
Philosophers typically categorise normative ethical theories by whether they focus on the consequences of the 
action, on the motive, or on being a good person. 
 
Utilitarianism 
In its simplest form, utilitarianism is defined by three claims. 
 
1. Act consequentialism: Actions are morally right or wrong depending on their consequences and nothing 
 else. An act is right if it maximises what is good. 
2. Value theory: The only thing that is good is happiness.  
3. Equality: Everyone’s happiness counts more than anyone else’s.  
 
This is known as hedonist act utilitarianism. If we put (1) and (2) together, we see that the theory claims that an 
action is right if it maximizes happiness, i.e. if it leads to the greatest happiness of all those it affects. Otherwise, 
the action is wrong. Our actions are judged not ‘in themselves’, e.g. by what type of action they are (a lie, helping 
someone, etc.), but in terms of what consequences they have. Our actions are morally right if they bring about 
the greatest happiness. 
 
Jeremy Bentham is considered the first act utilitarian. He defended the ‘principle of utility’, also known as the 
‘greatest happiness principle’. It is ‘that principle which approves or disapproves of every action whatsoever, 
according to the tendency which it appears to have to augment or diminish the happiness of the party whose 
interest is in question’. Something has ‘utility’ if it contributes to your happiness, which is the same as what is in 
your interest. And happiness is pleasure and the absence of pain. The claim that pleasure, as happiness, is the 
only good is known as hedonism. 

 
John Stuart Mill agrees with Bentham that happiness is pleasure and the absence of pain. But the exact relation 
between pleasure and happiness needs further clarification. Happiness is not ‘a continuity of highly pleasurable 
excitement’, a life of rapture, ‘but moments of such, in an existence made up of few and transitory pains, many 
and various pleasures, with a decided predominance of the active over the passive, and having as the foundation 
of the whole, not to expect more from life that it is capable of bestowing’. Thus variety, activity, and realistic 
expectations play an important role in how our pleasures make up our happiness.  
 
Mill rejects the view that pleasures and pains are all equally valuable. Some types of pleasure are ‘higher’ than 
others, more valuable, more important to human happiness, given the types of creatures we are and what we are 
capable of.  

 



 
Which pleasures? How can we tell if a type of pleasure is more valuable (quality) than another, rather than just 
more pleasurable (quantity)? The answer has to be to ask people who know what they are talking about. If 
everyone (or almost everyone) who has experience of two types of pleasure prefers one type to the other, then 
the type that they prefer is more valuable. To ensure that they are considering the quality and not quantity of the 
pleasure, we should add another condition. A pleasure is higher only if people who have experience of both types 
of pleasure prefer one even if having that pleasure brings more pain with it, or again, even if they would choose 
it over a greater quantity of the other type of pleasure. Mill argues that, as long as our physical needs are met, 
people will prefer the pleasures of thought, feeling, and imagination to pleasures of the body and the senses, 
even though our ‘higher’ capacities also mean we can experience terrible pain, boredom, and dissatisfaction. 
 
Rule utilitarianism claims that an action is right if, and only if, it complies with those rules which, if everybody 
followed them, would lead to the greatest happiness (compared to any other set of rules). Rather than considering 
actions individually in relation to whether they create the greatest happiness, we need to take the bigger picture. 
Morality should be understood as a set of rules. The aim of these rules is to maximise happiness. Actions are right 
when they follow a rule that maximises happiness overall – even when the action itself doesn’t maximise 
happiness in this particular situation. 
 
Deontology 
Deontologists believe that morality is a matter of duty. We have moral duties to do things which it is right to do 
and moral duties not to do things which it is wrong to do. Whether something is right or wrong doesn’t depend 
on its consequences. Rather, an action is right or wrong in itself. How do we distinguish types of action? For 
example, a person may kill someone else. A conventional description of the action is ‘a killing’. But not all ‘killings’ 
are the same type of action, morally speaking. If the person intended to kill someone, i.e. that is what they wanted 
to bring about, that is very different than if the killing was accidental or if the person was only intending to defend 
themselves against an attack. 
 
To understand Immanuel Kant’s deontological moral philosophy, we need to explain a couple of terms and 
assumptions. First, Kant believed that, whenever we make a decisions, we act on a maxim. Maxims are Kant’s 
version of intentions. They are our personal principles that guide our decisions, e.g. ‘to have as much fun as 
possible’, ‘to marry only someone I truly love’. All our decisions have some maxim or other behind them. Maxims 
are subjective – you have yours, I have mine. What makes them different is what they are about, what they aim 
at and why. But what they have in common is that they are all principles. Second, morality is a set of principles 
that are the same for everyone and that apply to everyone. Third, Kant talks of our ability to make choices and 
decisions as ‘the will’. He assumes that our wills are rational, that is we can make choices on the basis of reasons. 
We do not act only on instinct. We can act on choice, and we can consider what to choose using reasoning. 

 
A good will is one that is motivated by duty.  Because morality is a set of principles for everyone, the concept of 
duty is the concept of a principle for everyone. So, somehow, the good will is a will that chooses what it does, 
motivated by the idea of a principle for everyone. So to have a good will, I should act only on maxims that I can 
also will everyone to act on. He later calls this principle the ‘Categorical Imperative’. I can adopt this as a maxim, 
a principle of choice. I choose only to make choices on the basis of maxims that everyone could act on. But this 
maxim doesn’t specify any particular end or goal (such as happiness). It only mentions the idea of a principle for 
everyone, a universal law.  
 
Suppose I am tempted to make a promise with no intention of keeping it, e.g. I might borrow money (because I 
want the money) on the promise to pay it back, but I don’t intend to pay it back. We can show that this is wrong. 
Suppose everyone acted on this maxim. Then everyone would know that everyone acts on this maxim. In that 
situation, making a false promise like this would be impossible. No one would trust my promise, and I can’t make 
a promise unless someone believes it. So I can’t will it to be a universal law. 
 
An ‘imperative’ is just a command. ‘Hypothetical imperatives’ are statements about what you ought to do, on the 
assumption of some desire or goal. They specify a means to an end. Hypothetical imperatives can be avoided by 
simply giving up the assumed desire or goal. Suppose I don’t want to be healthy – then the imperative to get my 
‘five-a-day’ doesn’t apply to me. This isn’t true of morality, we usually think. Moral duties are not hypothetical. 
They are what we ought to do, full stop. They are your duty regardless of what you want. Furthermore, they aren’t 
a means to some further end. In these ways, they are ‘categorical’. 



 
 

Virtue ethics 
Aristotle begins the Nicomachean Ethics with the question ‘What is the good for human beings?’ What is it that 
we are aiming at, that would provide a successful, fulfilling, good life? 
 
Our different activities aim at various ‘goods’. For example, medicine aims at health; military strategy aims at 
victory. For any action or activity, there is a purpose (a ‘why’) for which we undertake it – its end. An analysis of 
the purposes for which we do things is an analysis of what we see to be ‘good’ about them. An answer to ‘Why 
do that?’ is an answer to ‘What’s the point?’ – and ‘the point’ is what is worthwhile about doing that.  
 
Now, complex activities, such as medicine, have many component activities, e.g. making pharmaceuticals, making 
surgical implements, diagnosis, etc. Where an activity has different components like this, the overall end (health) 
is better – ‘more preferable’ – than the end of each subordinate activity (successful drugs, useful implements, 
accurate diagnoses). This is because these activities are undertaken for the sake of the overall end.  
 
We undertake actions and activities either for the sake of something further or ‘for their own sake’. Suppose there 
is some end for whose sake we do everything else. Suppose that this end we desire for its own sake, not the sake 
of anything else. Then this end would be the good for us (Book 1, §2). Aristotle argues that eudaimonia is the 
good for a human life. It is usually translated as ‘happiness’ but Aristotle says it is ‘living well and faring well’. We 
have some idea of what it is when an animal or plant living and faring well – we talk of them ‘flourishing’. A plant 
or animal flourishes when its needs are met in abundance and it is a good specimen of its species. Gardeners try 
to enable their plants to flourish, zookeepers try to enable the zoo animals to flourish. So eudaimonia is ‘the good’ 
or the ‘good life’ for human beings as the particular sort of being we are. To achieve it is to live as best a human 
being can live. 
 
The ‘characteristic activity’ (ergon) of something provides an insight into what type of thing something is 
(otherwise in what sense would the activity be ‘characteristic’?). It thereby provides an evaluative standard for 
that thing: Something is a good x when it performs its characteristic activity well. If the ergon of a knife is to cut, 
a good knife cuts well; a good eye sees well; a good plant flourishes (it grows well, produces flowers well, etc., 
according to its species). 
 
In order to fulfil its ergon, a thing will need certain qualities. An arête is a quality that aids the fulfilment of a 
thing’s ergon. It can be translated generally as an ‘excellence’, or more specifically, a ‘virtue’. So sharpness is a 
virtue in a knife designed to cut. Good focus is a virtue in an eye. Virtues for human beings will be those traits that 
enable them to fulfil their ergon. A human life is distinctively the life of a being that can be guided by reason. We 
are, distinctively, rational animals. So eudaimonia consists in activity of the soul which exhibits the virtues by 
being in accordance with (‘good’ or ‘right’) reason (orthos logos). 

 
There are two types of virtue – intellectual virtues and moral virtues. The latter are virtuous states of character. 
Aristotle defines states of character as ‘the things in virtue of which we stand well or badly with reference to the 
passions’. A virtue of character is a disposition to feel, desire and choose ‘well’. We can feel our passions either 
‘too much’ or ‘too little’. Virtue involves being disposed to feeling in an ‘intermediate’ way, neither too much nor 
too little. Some people feel angry too often, over too many things (perhaps they take a critical comment as an 
insult), or maybe whenever they get angry, they get very angry, even at minor things. Other people feel angry not 
often enough (perhaps they don’t understand how people take advantage of them). To be virtuous is ‘to feel 
[passions] at the right times, with reference to the right objects, towards the right people, with the right motive, 
and in the right way’ (§6). This is Aristotle’s ‘doctrine of the mean’.  If we feel our passions ‘irrationally’ – at the 
wrong times, towards the wrong objects, etc. – then we don’t live well.  
 
What the right time, object, person and so on is, practical wisdom helps us to know. Practical wisdom (phronesis) 
is an intellectual virtue, a virtue of practical reasoning. Practical reason investigates what we can change and aims 
at making good choices. Reasoning about what we can change is deliberation, so practical reason is expressed in 
deliberation. To make good choice, not only must our reasoning be correct, but we must also have the right 
desires. The person with practical wisdom deliberates well about how to live a good life. So practical wisdom is ‘a 
true and reasoned state of capacity to act with regard to the things that are good or bad for man’. Practical 



 
wisdom differs from other sorts of knowledge both because of its complexity and its practical nature. Aristotle 
claims that it involves 

 
1. a general conception of what is good or bad, related to the conditions for human flourishing;  
2. the ability to perceive, in light of that general conception, what is required in terms of feeling, choice, and 

action in a particular situation;  
3. the ability to deliberate well; and  
4. the ability to act on that deliberation. 

 
Metaethical theories 
Ethical language is talk about right and wrong, good and bad. ‘What is the status of ethical language?’ is a question 
about what statements like ‘Murder is wrong’ or ‘Courage is good’ mean. What is it that ethical language is doing? 
Are these statements of fact? Can ethical claims be true or false? Or are they something else, such as expressions 
of our approval or disapproval of certain actions or character traits? Our questions raise issues in metaethics.  

 
Normative ethical theories provide an account of which actions, motives and character traits are right or good.  
 
They are intended to provide guidance on how to live. Metaethics, by contrast, does not do this. It asks about 
what morality is, philosophically speaking. It asks questions in philosophy of language, as we have just seen, but 
we can’t answer those questions without also thinking about metaphysics, epistemology, and philosophy of mind.  

 
1. Metaphysics: Suppose we think that ethical language states truths. Are these truths objective? Are they 

mind-dependent or mind-independent?  
2. Epistemology: If there are ethical truths, how do we discover what these truths are? On the other hand, 

suppose we deny that ethical statements are true or false, arguing that they are expressions of subjective 
feeling. In that case, is there such a thing as moral reasoning? Can we provide reasons that justify our 
actions?  

3. Philosophy of mind: What is it to hold a particular moral view, e.g. that murder is wrong? If ‘murder is 
wrong’ states a truth, then moral views are factual beliefs. On the other hand, if ‘murder is wrong’ expresses 
a feeling, then moral views are attitudes of approval or disapproval (or something similar). Is holding a 
moral view a matter of being motivated to act in certain ways, e.g. not to murder? If it is, what does this 
imply about the nature of morality?  

 
Cognitivism and non-cognitivism 
Theories of what morality is fall into two broad families – cognitivism and non-cognitivism. The distinction is now 
understood by philosophers to depend on whether one thinks that moral judgements express beliefs or not.  
 
Cognitivism claims that ethical language expresses ethical beliefs about how the world is. To believe that murder 
is wrong is to believe that the sentence ‘Murder is wrong’ is true. So ethical language aims to describe the world, 
and so can be true or false. 
 
Non-cognitivism claims that ethical language does not try to describe the world and cannot be true or false. It 
does not express beliefs, but some other, non-cognitive mental state. Different non-cognitivist theories disagree 
on exactly what this mental state is, but it is usually an attitude or feeling.  
 
Mental states and ‘direction of fit’ 
We can understand the difference between a cognitive mental state and a non-cognitive mental state in terms of 
the idea of ‘direction of fit’. A man goes shopping, taking his shopping list with him. When shopping, he uses his 
list to guide what he puts in his basket. At the end of the shop, what is in his basket should ‘fit’ his list. If it doesn’t, 
the mistake is with the basket, and the basket should be changed to fit the list. Now suppose that the man is being 
followed by a store detective. She makes a list of each thing that the man puts in his basket. At the end of the 
shop, her list should ‘fit’ his basket. If it doesn’t, the mistake is with her list, and the list should be changed to fit 
the basket. 
 
The shopper’s list is a list of what he wants. Desires have a ‘world-to-mind’ direction of fit. We seek to change the 
world to fit our desires and thereby satisfy them. They are not true or false, but represent how the world should 



 
be. By contrast, the detective’s list is a list of what she believes is in the shopper’s basket. Beliefs have a ‘mind-
to-world’ direction of fit. We change our beliefs to fit the world, and thereby have true beliefs. They represent 
how the world is, not how we want it to be. 

 
So which direction of fit do moral views have? Is the thought ‘murder is wrong’ a belief about how the world is, 
or is it like a desire to make the world a place in which there is no murder? Both answers are plausible and both 
answers face challenges. 
 
Non-cognitivism and subjectivism 
Non-cognitivism claims that moral judgements express a feeling or attitude of the speaker. So, in one sense, non-
cognitivism claims that morality is ‘subjective’. However, there is an important distinction between emotivism 
and the theory that is called ‘subjectivism’. Subjectivism claims that moral judgements assert or report approval 
or disapproval, and there is a difference between expressing disapproval and asserting it. 
 
One form of subjectivism, ‘speaker subjectivism’, claims that the meaning of ‘X is wrong’ is something like ‘I 
disapprove of X’ or again ‘I think X is wrong’. This is a fact about oneself, so the statement can be true or false and 
is verifiable. Speaker subjectivism, therefore, is an unusual form of cognitivism: the facts that make moral 
judgements true are facts about the individual speaker’s mind. 
 
Speaker subjectivism entails that we cannot make mistakes about what is right or wrong. If I say ‘Murder is right’, 
I am simply stating ‘I approve of murder’. If I am sincere, then I do approve of murder, and so murder is, indeed, 
right (‘for me’, we might say). But we naturally think that people can make mistakes about morality. Speaker 
subjectivism makes no sense of deliberation, trying to figure out what is right or wrong. Why should I bother to 
deliberate? Whatever I come to feel will be right! 
 
By contrast, non-cognitivism claims that moral judgements do not express any kind of truth or falsehood, because 
they are not cognitive. As a result, one cannot be infallible in the sense of getting the answer right, there are no 
moral truths. 
 
Issues 
Non-cognitivists argue that moral judgements are, like desires, motivating. Holding the view that murder is wrong 
involves being motivated not to murder. But, they continue, factual beliefs are not motivating. The sun is 93 
million miles from the Earth – so what? Believing that fact inclines me to do nothing in particular at all. Because 
moral views are motivating, they are not beliefs, but non-cognitive attitudes.  
 
Cognitivists can respond that some beliefs, including moral beliefs, are motivating. Or they can argue that moral 
beliefs aren’t motivating. Instead, caring about what is morally good or right is motivating. It is possible, therefore 
(but perhaps psychologically very unusual), to believe that murder is wrong and not be motivated to refrain from 
murdering because one simply doesn’t care about morality. 

 
Cognitivism argues that what is right or wrong is something we can be mistaken about. It isn’t just ‘up to us’ 
whether murder is wrong. People who think that murder is just fine are mistaken and vicious. Morality isn’t simply 
a matter of taste. Non-cognitivism, therefore, faces the challenge of explaining why we make a distinction 
between morality and personal taste. Is non-cognitivism going to lead to scepticism or nihilism about morality, 
the view that there is no right and wrong (really)? 
 
Non-cognitivism can argue that it is a simpler theory. It has a simpler metaphysics and a simpler epistemology. 
Cognitivism needs to explain how moral claims can be objectively true or false. Are there moral properties ‘in the 
world’? What kind of property could they be, and how can we find out about them? Issues of rationalism and 
empiricism arise here. 

 
  



 
Philosophical argument 
 
At the heart of philosophy is philosophical argument. Arguments are different from assertions. Assertions are 
simply stated; arguments always involve giving reasons. An argument is a reasoned inference from one set of 
claims – the premises – to another claim, the conclusion. The premises provide reasons to believe that the 
conclusion is true. If the premises are true, the conclusion is more likely to be true. Arguments seek to ‘preserve 
truth’ – true premises will lead to a true conclusion. Philosophers distinguish between two types of argument – 
deductive and inductive.  
 
Deductive argument 
Successful deductive arguments are valid – if the premises are true, then the conclusion must be true. In this case, 
we say that the conclusion is entailed by the premises. Here is a famous example: 
 
Premise 1: Socrates is a man. 
Premise 2: All men are mortal. 
Conclusion: Socrates is mortal. 
 
A valid deductive argument with true premises, like this example, is called sound.  
But a valid deductive argument doesn’t have to have true premises. Here is an example (abbreviating ‘Premise’ 
to ‘P’ and ‘Conclusion’ to ‘C’): 
 
P1. There are gnomes in my house. 
P2. My house is in Oxford. 
C. Therefore, there are gnomes in Oxford. 
 
In this example, if the premises are true, then the conclusion must be true, so the argument is valid. But the first 
premise is false, because there aren’t any gnomes in my house (not even garden gnomes).  
 
It is important to recognise that truth and validity are different properties. We’ve just seen that a valid argument 
can have false premises. Here’s an example of an invalid argument with true premises (and even a true 
conclusion): 
 
P1. This book was written on a computer. 
P2. Computers were invented by people. 
C. Therefore, eagles are birds. 
 
As these examples show, there are two ways that a deductive argument can fail. First, it could be invalid: even if 
the premises are true, it is possible that the conclusion might be false (the truth of the premises don’t mean that 
the conclusion must be true). Second, it could have false premises, even if the conclusion is entailed by the 
premises. (As a variant of this: it may be that we don’t or cannot know whether the premises are true or not.) If 
a deductive argument is either invalid or it has at least one false premise, it is unsound. 
 
 
Inductive argument 
A successful inductive argument is an argument whose conclusion is supported by its premises. If the premises 
are true, the conclusion is more likely to be true; the truth of the premises increases the probability that the 
conclusion is true. But it is still possible that the conclusion is false. So inductive arguments are not described as 
‘valid’ or ‘sound’. Instead, an inductive argument with true premises that provide strong support for the 
conclusion is sometimes called ‘cogent’. 
 
But they can also go wrong in just two ways. First, the premises might not make the conclusion more probable 
(or, at least, not by much). Second, one or more of the premises may be false. In either case, the premises don’t 
offer good reasons for believing the conclusion is true. 
 
One type of induction is induction through enumeration, as in this famous example: 

 



 
P1. This swan is white. 
P2. This other swan is white. 
P3. That third swan is white. 
… 
P500. That swan is white as well. 
C. All swans are white. 
 
The example shows that an inductive argument can be a good argument, but the conclusion can still be false! 
 
There are other types of inductive argument apart from enumerative induction. We shall look at hypothetical 
reasoning next.  
 
Hypothetical reasoning 
A hypothesis is a proposal that needs to be confirmed or rejected by reasoning or experience. In hypothetical 
reasoning, we try to work out the best hypothesis that would explain or account for some experience or fact. 
Medical diagnosis provides an example – what would explain exactly this set of symptoms? This isn’t a matter of 
comparing this case with other cases which all have exactly the same symptoms. There may only be some overlap 
or the case might involve some complication, such as more than one disease being involved. We use hypothetical 
reasoning – if such-and-such were true (e.g. the patient has disease x), would that explain the evidence we have? 
The evidence supplies the premises of the argument, and the conclusion is that some hypothesis is true because 
it accounts for the evidence. 

 
When we are using hypothetical reasoning, it is not usually enough to find some hypothesis that can explain the 
evidence. We want to find the best hypothesis. To do this, we first need to know what makes for a good 
hypothesis? Philosophers have argued for several criteria. 
 
1. Simplicity: the best-known is probably Ockham’s razor, which says ‘Don’t multiply entities beyond necessity’. 
Don’t put forward a hypothesis that says many different things exist when a simpler explanation will do as well. 
A simpler explanation is a better explanation, as long as it is just as successful. For example, the explanation that 
plants flower in the spring in response to an increase in light and temperature is a better explanation than saying 
that they flower in the spring because that’s when the fairies wake them up. The second explanation is committed 
to the existence of fairies – and we shouldn’t think that fairies exist unless there is something we cannot explain 
without thinking they exist. 
 
2. Accuracy: a good hypothesis fits the evidence that we are trying to explain. 
 
3. Plausibility: a good hypothesis fits with what else we already know. 
 
4. Scope: a good hypothesis explains a wide range of evidence. 
 
5. Coherence: a good hypothesis draws and explains connections between different parts of the evidence. 
 
The best hypothesis will be the hypothesis that demonstrates all these virtues to a higher degree than alternative 
hypotheses. A lot of philosophy involves arguing about which theory provides the best hypothesis to account for 
our experience. 
 
Understanding arguments and argument maps 
Understanding arguments is central to doing philosophy well. That is why you will be asked to outline and explain 
arguments throughout studying philosophy. You’ll be asked to do so in the exam as well. 
 
Understanding an argument involves identifying the conclusion, identifying the premises, and understanding how 
the premises are supposed to provide reasons for believing the conclusion. Use linguistic clues, like ‘since’, 
‘because’, ‘if… then…’ and many others, to help you do this. It is also important to distinguish between what 
someone supposes for the purposes of argument, and what they actually want to assert as reasons for believing 
the conclusion. 

 



 
Many arguments involve quite a complex structure, with some premises establishing an initial conclusion, which 
is then used as a premise to establish a second conclusion. In coming to understand an argument, it can be very 
helpful to create an argument map. This is a visual diagram of how the argument works – its ‘logical structure’. 
Psychologists have shown that using argument maps greatly improves one’s ability to think critically. You can find 
out more about argument maps online at https://en.wikipedia.org/wiki/Argument_map. 

 
Here is an example: 

 
 

To understand the maps and make your own, there are several things you need to know about argument mapping. 
 
1. A simple argument is made up of one conclusion and one reason. The reason may be given in a single 

premise, but you may need to combine two or more ‘co-premises’ to make up the reason. Thus 

 
is a simple argument with a single premise, while 

 

 
is a simple argument with two ‘co-premises’ that must be combined to support the conclusion. This is shown by 
the ‘+’ between the boxes and the line that runs below both of them. 
 
2. A complex argument is an argument that links several simple arguments. The first map in this handout is 

an example. 
 

https://en.wikipedia.org/wiki/Argument_map


 
3. Each box in an argument map should have just one claim inside it, written as a full sentence. And it should 

contain no reasoning. Thus, ‘Happiness is good because everyone wants happiness’ should not be entered 
in a box, but must be broken down as shown. 

 
4. A line ending in an arrow indicates a relation of support. The line leads from the reason and points to the 

claim supported. 
 
5. A line ending in ‘-|’ indicates an objection. Here is our argument again, but with an objection added. (In this 

example, the objection is marked against the conclusion, and notes a way that even if the premises are true, 
the conclusion may be false.) 
 

 
 

6. Our examples show that you can create argument maps for simple arguments, complex arguments and even 
debates with arguments for and against the conclusion, objections, responses and so on. 

 
7. Argument maps can be more or less complete. According to some guides, argument maps must all be 

deductive, with every premise stated. On this approach, our first simple argument should be: 
 

 
However, there are two difficulties with insisting on deductive completeness. First, if you are trying to map how 
people actually argue, then it is a mistake to turn every argument into a deduction. For example, hypothetical 
reasoning is misrepresented if you try to turn it into a deduction. To argue that happiness is good, someone may 
not want to claim that it is always true that what people want is good; they may simply be assuming that if 
everyone wants something, that is good evidence that it is good.  
 
Second, while it can be worthwhile trying to construct a complete argument map, complete maps can become 
very complicated. A partial one can be sufficient to help one understand the main moves and logical structure of 
an argument. 
 
Evaluating arguments 
When you evaluate an argument, you are yourself making an argument. You are arguing that the argument 
evaluated is either a good or bad argument. In other words, the conclusion of your evaluation is that the argument 
evaluated is a good/bad argument, and you have to provide reasons to support this claim. There are three types 
of reason you can give, three different ways of evaluating arguments: 

 



 
1. As already stated above, you can argue that one or more of the premises is false (or unknown). If you are 

right, then the argument does not give you a reason to believe the conclusion, because it rests on a false 
(or unknown) premise. 

 
2. As also already stated above, you can argue that the conclusion does not follow from the premises. If you 

are evaluating a deductive argument, you are claiming that the argument is not valid. If you are evaluating 
an inductive argument, you are claiming that the argument is not cogent, i.e. the premises do not provide 
a (good or strong) reason to believe the conclusion. For example, with inferring the best hypothesis, you 
could argue that the conclusion is not the best explanation for the premises, e.g. that it isn’t plausible or 
simple, or at least that the argument doesn’t show that it is, e.g. there may be other explanations that 
haven’t been considered. 

 
3. You can also evaluate the formal features of an argument. Without worrying about whether it is true, you 

can ask whether it is clear, whether the premises are relevant to the conclusion, whether the support 
offered by the premises has been demonstrated, and so on. You may want to offer an improvement on the 
argument, e.g. rephrasing it to be clearer, supplying missing premises, identifying assumptions, and so on. 

 
 

Evaluating claims 
In addition to evaluating arguments, you can evaluate claims on their own. In evaluating a claim, you provide an 
argument for thinking that it is true or false. 
For any claim C (e.g. ‘God exists’), we need to distinguish arguments for and against the claim from arguments 
about these arguments, as shown in this diagram: 

 

 
 

An argument for or against a claim is an argument that the claim is true or false. An argument for or against an 
argument is an argument that the argument is successful or fails. This means that objections to an argument are 
not the same as arguments for the opposite claim.  
 
Suppose I provide an argument with the conclusion that God exists (Box 1). You respond by making an objection 
to my argument, e.g. that one of the premises is false (Box 3). In doing this, you argue that I haven’t shown that 
God exists; you haven’t argued that God doesn’t exist. At the end of my argument and your objection, we should 
conclude that we don’t yet know whether God exists or not, but we don’t have reason to conclude that God 
doesn’t exist. (For that conclusion, we need an argument in Box 2.) 
 
When you are arguing for or against a claim, don’t overstate your case. Your claim is only as strong as the reasons 
that you can provide for it.   
 
In essay questions on the exam, you are typically asked to evaluate a claim. You need to break this down into a 
series of arguments and their evaluation. After you’ve explained the claim, for each section of the answer, you 
should consider an argument for or against the claim, objections to that argument, and possible responses. If you 
use inductive arguments, e.g. hypothetical reasoning, you’ll also need to indicate how strong or cogent you think 



 
the argument is. If you have one argument for a conclusion and another argument against the conclusion, you’ll 
need to consider which argument is stronger, e.g. by using the criteria for a good argument set out in Hypothetical 
reasoning (above). You will also need to think about which arguments, and which objections, are the most 
important and critical ones to discuss, given the conclusion you want to reach. 

 
An aside: why reason? 
Why, you may wonder, should we place so much importance on reasoning in this way? Is it worth it? Here are 
four quick reasons in favour of reasoning: 
 
1. To discover the truth 
 
2. To uncover poor reasoning, e.g. fallacies (see below) and sophistry 
 
3. To recognise when, where, and how a dialogue ceases to be reasonable or instructive 
 
4. To probe both sides of a controversial issue in a sensitive and intelligent way. 
 
Can I justify these claims? If I present an argument in favour of reasoning, then I’m using reasoning to justify 
reasoning, which is circular. Then again, if you object to reasoning for this reason, you are using reasoning to make 
your objection! An alternative justification of reason is to check the results of reasoning by a different method. 
Science does this all the time by hypothesis and observation. In many cases, we can confirm, by observation, that 
the conclusion of a piece of reasoning is correct. Some people are sceptical about reasoning or claim, for example, 
that all beliefs are equally ‘reasonable’. For an excellent discussion dismantling this view, see Stephen Law’s 
Believing Bullshit, Ch. 4. 
 
To criticise an argument or claim is not necessarily to reject it. You can be concerned to reject bad reasons because 
you want to find stronger ones! To show respect to someone does not require that you agree with them. Taking 
someone else’s thought seriously – so seriously that you test it rigorously in your mind – is to pay them a 
compliment. 
 
It is important to remember that the point of philosophical argument is not personal victory. 
 
Fallacies 
A fallacy, as philosophers use the word, is not a mistake of fact or truth. A fallacy is an error in reasoning. More 
exactly, it is an argument in which the premises do not offer rational support to the conclusion. If the argument 
is deductive, then it is fallacious if it is not valid. If the argument is inductive, it is fallacious if the argument is not 
cogent, i.e. the premises do not make it (much) more likely that the conclusion is true. 

 
There are many types of fallacy; the Nizkor Project lists 42, Changing Minds 53, and Wikipedia over 100. It’s good 
to become familiar with some of the main types. If you do, it is really important to understand why the fallacy is 
a fallacy. 
 
Spotting fallacies has two purposes: 1) evaluating the strength of an argument and 2) improving it. When learning 
how to spot fallacies, try to develop the skill of how you would reformulate the argument to avoid it. It is not 
always clear-cut whether a fallacy is being committed or not, and the answer depends on just how the premises 
are being deployed or further assumptions being made. The question is always ultimately about the strength of 
support the premises offer. 
 
To learn how to avoid fallacies in your own work, it can be helpful to learn first how to spot them! Fallacies are 
always easier to spot in someone else’s work, so start with people you don’t know, then look at the work of other 
students, then try to spot them in your own work. 

 
  



 

Reading philosophy 
 
Reading philosophy can be challenging. You may not know much about the background of the text you are 
reading– when was it written and why? The form of the text is difficult – there can be long and complicated 
arguments, unfamiliar words, an unusual style of language, and abstract ideas. It is unclear just how the text 
should be interpreted, and commentaries on the texts often disagree. This handout provides some guidance that 
may help. But the first thing to remember is that it is normal to feel confused and challenged. 
 
Approaching the text 
Especially if you are reading a historical or famous text, then there are some things you can do to prepare. For 
these first three points, you’ll need to use a commentary on the text, or an introduction to philosophy that 
discusses it: 
 
1. Contextualise: it can help to set the scene, but this shouldn’t be restricted to a historical understanding. An 

awareness of central ideas is useful. 
 
2. Identify what philosophical problems the text addresses. 
 
3. Get an overview: look at the title, introductory and concluding paragraphs, and the chapter and section 

headings. Knowing the conclusion does not ruin the text (it isn’t a detective story). Understanding the 
structure can help fit different arguments and claims together. 

 
These next three points are about how to interact with the text: 
 
4. For long texts, don’t feel the need to start at the beginning. Start with what will best get you into the 

thinking of the author, e.g. connections to previous topics, points of interest, etc. 
 
5. Don’t get bogged down in details: reading the text more than once is helpful and often necessary. Read it 

quickly first, noting the main points, skimming what is most unclear; then read it again more closely. 
 
6. Distinguish the text from secondary interpretation: for example, knowing what other people said Descartes 

said is not knowing what Descartes said. 
 

Engaging with the text 
 
The following points relate to reading any philosophy: 
 
1. Read slowly and actively: philosophy should not be read like fiction or even most non-fiction. Go slowly, 

take notes, and constantly question not only whether you’ve understood what the author is trying to say, 
but also whether what s/he says is true, and whether the arguments support the conclusions. 

 
2. Look for signposts: sentences that indicate what the text is about, what has been, is being, or will be argued. 
 
3. Ask what the passage of text offers: a new concept, a framework for understanding an issue, an argument 

for a conclusion? 
 
4. Argument mapping: find the arguments. Identify premises, inferences, and conclusions. Break arguments 

down into steps (there can be many interim conclusions). 
 
5. Don’t be afraid to challenge: try to find inconsistencies in the text, but also try to find ways to interpret the 

text to remove the inconsistencies. 
 
6. Ask what interpretation best fits the purpose of the author. Does an interpretation presuppose ideas that 

were not available to the author? 
 



 
1. Know the point of any example used: examples can seize the imagination and memory, but knowing its 

purpose and what it is supposed to show is central to understanding the text. 
 
2. Look up key words in a dictionary of philosophy: don’t be lazy, and don’t use a normal dictionary (for 

philosophical words) as they won’t capture or explain the relevant sense. 
 

Beyond the text 
 
1. Visualise: if you put the text, or the arguments within it, into some other visual form that can help generate 

understanding. 
 
2. Use secondary sources carefully: always question the authority of secondary sources, and always go back to 

the text. 
 
3. Find different ways to think about and interact with the text. These will help you understand more than if 

you simply read it. For example, you might want to: 

 practise précis (either rewrite a passage more briefly in your own words or, if you have the text 
electronically, try deleting words while retaining the argument); 

 rewrite a passage of the text in a different genre (e.g. a detective story); 

 select quotations that make important points (good for revision); 

 mark up the text for premises, conclusions, linguistic clues, etc.; 

 do some argument mapping. 
 

Writing philosophy 
 

What you need to know 
Different types of knowledge are needed to do well in philosophy. Each is tested by different types of question 
on the exam. You can be asked to define a term (3-mark questions), explain a claim or an argument (5-mark 
questions), compare two positions in a debate or explain a position and present an objection (12-mark questions), 
or, finally, to evaluate a claim (25-mark questions). Here are five types of knowledge that are relevant to doing all 
this well: 
 
1. Understanding what the question is asking: For each type of question, you need to understand what the 

question is asking you to do. So you need to know the difference between a definition, an explanation, 
and what is needed for an evaluative essay. 

 
2. Knowledge of the issue: You need to understand the relevant concept, argument or claim. Evaluating 

claims is most complex. You’ll need to know what the options are, the key arguments defending and 
attacking the claim, the theories that philosophers have defended that pull different arguments and 
claims together into a coherent whole. 

 
3. Structure of arguments: Knowing how an argument works (or doesn’t) is more than knowing the 

conclusion and the premises used; it is understanding how the premises are supposed to connect together 
to support the conclusion. With your own arguments, you equally need to understand how they work, 
and you should present them with a clear structure. 

 
4. Relevance: A good part of philosophical skill is a matter of selecting ideas, concepts, examples and 

arguments that you encountered in the material you studied that are relevant to the question. Knowing 
what is relevant is a special kind of knowledge, which involves thinking carefully about what you know 
about arguments and theories in relation to the question asked. 

 
5. Critical discussion: When you evaluate a claim, it is important to know that presenting ideas is distinct 

from critically discussing those ideas. You need to understand whether an argument succeeds or fails and 
why, and be able to present and compare arguments, objections and counter-arguments to argue 



 
towards the most plausible position. You will usually need to draw on more than one source or author, 
and above all think. 

 
Planning an essay 
When you are answering a short-answer question, what you need to do is straightforward. You don’t need to 
make any choices about what concepts or arguments to talk about, since that is specified by the question. You 
should still organise your thoughts before writing. But essays – both coursework essays and in the exam – need 
to be planned in more detail. 

 
1. Take time to understand the question in detail. Most weak essays are weak because they fail to answer 

the actual question. 
 
2. Keep the question in mind throughout writing, to ensure that your thought and planning stay relevant. 

Someone should be able to tell from the essay itself what question it is answering. 
 
3. If it is appropriate, think about challenging the question. Does it make assumptions that can be 

questioned? 
 
4. Brainstorm to generate ideas of what you might discuss. (In an exam, recall the relevant revision plan.) 

One way is through ‘successive elaboration’ – take a single-sentence statement of a position, and then 
make it more detailed, e.g. by providing some premises, then think what would be necessary to establish 
the premises, etc. Another is ‘conceptual note-taking’, simply writing what comes to mind: even starting 
from ‘I don’t know anything about x’ suggests and leads to others, such as ‘I don’t know what x means’ 
and ‘So and so defines x as . . .’. Half-formed thoughts are better developed when out on the page. 

 
5. If you are researching the essay, start by making the relevant ideas familiar, but make decisions on what 

to concentrate on, and narrow your research to achieve depth in a few central areas. 
 
6. An essay needs shape, it is always directed towards a conclusion, so you’ll need to decide what to include 

and what to leave out. 
 
7. Don’t aim to cover too much; three main arguments is usually enough. Even fewer can be fine if you go 

into real depth. 
 
8. Plan an essay that argues for a particular position. You will often want to argue for or against a specific 

claim (as in a debate). But you don’t have to. For example, you can argue that we can’t know either way. 
Whatever your conclusion (the claim you want to make), you’ll need to defend it, even the claim that we 
can’t know something. Have it in mind throughout the plan and writing. The essay should read like one 
long argument (taking in various smaller arguments, objections and replies) for your conclusion. 

 
9. The evaluative discussion is the most important part of the essay, so only introduce and explain material 

that you will use in discussion. You can think of this as two halves: the arguments in favour of your 
conclusion; and the objections to your arguments, or separate arguments against your conclusion, and 
replies to them. Make sure you consider the objections and counter-arguments. Even if you are defending 
your point of view strongly (which is fine), you need to consider fairly what can be said against it. 

 
In light of all of the above points, write a plan which includes key points (definitions, arguments, objections, etc.) 
and the paragraph structure. 
 
Each paragraph presents an idea. Paragraphs should not be divided on length, but as ‘units of thought’. If you 
made a one-sentence summary of each paragraph, would the resulting account of the essay read logically? 

 
Writing an essay 
Once again, I’ll just provide some advice on the most difficult writing task, the essay: 

 



 
1. Plan the essay. It is very rare that good philosophical essays are written ‘off the cuff’, taking each thought 

as it occurs to you in turn. An essay is not (just) a test of memory, but of intelligence, which includes 
organisation and clarity. 

 
2. However, new ideas will probably occur as you write. It is fine to deviate from the plan, but think through 

new ideas before incorporating them to make sure they are good and to structure them. 
 
3. The usual starting point for constructing an argument is explaining other people’s ideas. The idea here is 

to be accurate and sympathetic. An argument works best when the ideas are presented as strongly as 
possible – otherwise the opponent can simply rephrase the idea, and your counter-argument falls apart. 

 
4. In general, aim to be concise. Present the kernel of the idea clearly and relevantly. Stick to what you need 

to present in order to properly discuss the question. This can involve surrounding detail, since you need 
to show an awareness of the situation of the topic in the subject. But be selective and relevant. 

 
5. Never just report or allude to the arguments you have read – make the argument. To use a metaphor 

from war, you are not a reporter at the front line, but a combatant engaged for one side or the other. 
 
6. Use the three-part structure: make a point, back it up, show its relevance. 
 
7. In critical discussion, reflect on what a particular argument actually demonstrates, and whether there are 

counter-arguments that are better. You should be able to argue both for and against a particular view. 
Relate these arguments to each other, evaluating which is stronger and why. You need to work at shaping 
the material and ‘generating a discussion’. 

 
8. Alternatively, you may want to relate a particular argument to a broader context, e.g. a philosopher’s 

overall theory, other philosophers’ ideas on the same issue, etc. – in general, work to understand the 
relation between the parts and the whole. 

 
9. Understand and be careful about the strength of your assertions. It is important to know whether your 

arguments indicate that ‘all… (e.g. lies are wrong), ‘some…’, ‘most…’, or ‘typically…’. It is also important 
to distinguish between whether this is so, or must be so, or simply may be so. 

 
10. Never introduce new material in the concluding paragraph of the essay. The essay’s conclusion should 

reflect the argument of the essay. Don’t feel you have to personally agree with your conclusion! Essays 
are not confessions of belief. 

 
11. In an exam setting, you also need to keep note of the time, and leave time to review and correct what 

you’ve written. 
 
A standard essay structure 
1. Introduction: how you understand the question, what you’ll argue for (and perhaps some indication of 

how you will discuss the question) 
 
2. An explanation of the claim to be evaluated, perhaps including some of the relevant background theory, 

and either including or followed by . . . 
 
3. The arguments in favour of the claim (give the arguments, and if you think they work, argue that the 

reasoning is valid and the premises are true) 
 
(Alternatively, you may consider objections to each argument (in 3) in turn as you consider the argument.) 
 
4. Objections to these arguments and replies to the objections 
 
5. Arguments against the claim 

 



 
6. Objections to these arguments 
 
(There may not be time or space for (5) and (6) in every case, and you can still write a very good essay without 
them.) 
 
7. Conclusion: a clear statement showing how the claim is supported/defeated by the arguments discussed. 

This will require you to make some points, either as you go along or in the conclusion, about which 
arguments or objections are strongest and why. 

 
General advice 
When doing coursework essays (essays set by your teacher during the course): 
 
1. Do not wait until you have finished your research to start writing the essay. If you find, as your research 

continues, that someone else has written what you’ve written, then reference it; if you find an objection, 
then explain it and explain why it is wrong, or, if the objection persuades you, rewrite what you’ve written 
as ‘one might think . . .’ and use the objection to show why it is wrong. 

 
2. Rewrite the essay – almost no one does themselves justice in one draft. 
 
3. Quotations do not substitute for understanding. Use them when you want to illustrate the precise wording 

of an idea or back up an interpretation. 
 
4. Don’t plagiarise. 
 
In both coursework and exam essays: 
 
5. Be precise, especially with words that have a philosophical meaning, like ‘valid’, ‘assume’, ‘infer’. 
 
6. Be clear. Being vague gives the reader the sense that you don’t really know what you are talking about. 

Don’t hide behind long words – it rarely impresses people who understand them. Use technical terms in 
context, and make sure that the philosophical meaning or ordinary words is clear – if not, provide a quick 
definition. 

 
7. Don’t use long and involved sentences. Use active, not passive, constructions, e.g. ‘Plato argued . . .’ not ‘It 

was argued by Plato . . .’. 
 
8. Include signposts. Generally speaking, the first sentence of a paragraph should give some indication to a 

reader as to where you are in the argument (e.g. ‘A second criticism of the argument that . . .). 
 

While it is acceptable to use the first person (‘I’), this should not be to say ‘I feel . . .’ or ‘I think . . .’ or ‘In my opinion 
. . .’ as though such an assertion adds any weight to the plausibility of the conclusion. The whole essay is what you 
think, however it is phrased. 


